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Abstract With the evolution of the Web and development of web-based search en-
gines, online searching has become a common method for obtaining information.
Given this popularity, the question arises as to how much time people save by us-
ing search engines for their information needs compared to offline sources, as well
as how online searching affects both search experiences and search outcomes. Using
a random sample of queries from a major search engine and a sample of reference
questions from the Internet Public Library (IPL), we conduct a real-effort experiment
to compare online and offline search experiences and outcomes. We find that partic-
ipants are significantly more likely to find an answer on the Web (100 %), compared
to offline searching (between 87 % and 90 %). Restricting our analysis to the set of
questions in which participants find answers in both treatments, a Web search takes
on average 7 (9) minutes, whereas the corresponding offline search takes 22 (19)
minutes for a search-engine (IPL) question. Furthermore, while raters judge library
sources to be significantly more trustworthy and authoritative than the corresponding
Web sources, they judge Web sources as significantly more relevant. Balancing all
factors, we find that the overall source quality is not significantly different between
the two treatments for the set of search-engine questions. However, for IPL ques-
tions, we find that non-Web sources are judged to have significantly higher overall
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quality than the corresponding Web sources. In comparison, for factual questions,
Web search results are significantly more likely to be correct (66 % vs. 43 %). Lastly,
post-search questionnaires reveal that participants find online searching more enjoy-
able than offline searching.

Keywords Search · Productivity · Experiment

JEL Classification C93 · H41

1 Introduction

People search for information on a daily basis, for help with job-related tasks, school-
work, purchasing decisions, or fun. They ask family and friends, consult books and
magazines, and increasingly, search online. On a typical day, 49 % of Internet users
consult a search engine to obtain information (Fallows 2008). In August 2013 alone,
Americans conducted 19.1 billion searches online (comScore 2013). Contributing
to the popularity of online searching is its convenience and speed—people can now
search online regardless of location and time of day, as long as they have access to a
browser and an Internet connection. These perceptions of online search often arise in
comparison to offline search, with online search being seen as more convenient than
offline search. Can these differences be quantified? How much time is saved when
users search online compared to offline? Does one type of search yield better results
than the other?

To address the issue of quality versus convenience, we explore two related ques-
tions in this study: (1) how much time is saved by searching online? and (2) is time
saved at the expense of quality? While time-saving has been identified as one as-
pect of accessibility (Hardy 1982), itself a measure of convenience (Connaway et al.
2011), the time saved from using one information source instead of another has not
been quantified in previous research. The second research question examines whether
there is a tradeoff between time savings and information quality. That is, does choos-
ing a more convenient (i.e., time-saving) way to find information necessarily result in
a loss of information quality?

In this paper, we present the results from a real-effort experiment which compares
the processes and outcomes from Web searches with those from more traditional non-
Web resources.1 In our experiment, we use search queries and questions from two
different sources. First, we obtain a random sample of queries from a major search
engine, which reflects the spectrum of information users seek online. However, as
these queries might be biased towards searches more suitable for the Web, we also
use a set of real reference questions users sent to librarians in the Internet Public Li-
brary (http://www.ipl.org). Founded in 1995 at the University of Michigan School of
Information, the Internet Public Library (IPL) focuses on bridging the digital divide,

1Real-effort experiments have become increasingly popular in experimental economics (Carpenter et al.
2010). The main advantage of a real-effort experiment compared to an abstract framing is increased exter-
nal validity.

http://www.ipl.org
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i.e., serving populations not proficient in information technology and lacking good
local libraries.2 Towards this end, the IPL provides two major services: a subject-
classified and annotated collection of materials and links on a wide range of topics,
and a question-answering reference service by live reference experts. Such questions
may come from users who could not find answers themselves. This combination of
search-engine queries and IPL questions enables us to obtain a more balanced picture
comparing Web and non-Web search technologies.

Using search-engine queries as well as IPL questions, we evaluate the amount of
time participants spend when they use a search engine versus when they use an aca-
demic library without access to Web resources; we also compare information quality
across the two resources as well as differences in affective experiences between on-
line and offline searches. As search outcomes depend on the search technology avail-
able, our study provides a benchmark for the evaluation of search experiences and
outcomes in everyday life between 2009–2010.

Our main contributions to the literature are twofold. First, we quantify the produc-
tivity gains from online searches in everyday life. As such, our results can be used
to assess the economic value of search technologies. Such information has important
practical relevance, as evidenced by recent discussions of our study in a McKinsey
Quarterly Report (Bughin et al. 2011), the Economist (March 9, 2013),3 and the New
York Times (April 30, 2013).4 Second, we introduce experimental techniques from in-
teractive information retrieval (IIR) to experimental economics. The design of search
experiments and the evaluation of text data have played a central role in IIR, both of
which are expected to play an increasingly important role in experimental economics
(Brandts and Cooper 2007; Chen et al. 2010). As the Internet plays an increasingly
important role in global economic activities,5 we expect more real effort and field
experiments to be conducted on the Internet in the future. The IIR methods for eval-
uating text data will prove useful in these experiments.

2 Literature review

In this section, we review the empirical industrial organization literature on the impact
of information technology (IT) on productivity and welfare, as well as the literature
on online information seeking and interactive information retrieval (IIR).

Current empirical literature in the field of industrial organization relies on census,
observational and survey data to assess the impact of IT on productivity (Baily et al.
1992). Such studies have examined the impact of IT on either worker productivity

2Dozens of articles have been written about the IPL (McCrea 2004). Additionally, the IPL has received
many awards, including the 2010 Best Free Reference Web Sites award from the Reference and User
Services Association.
3http://www.economist.com/news/finance-and-economics/21573091-how-quantify-gains-internet-has-
brought-consumers-net-benefits.
4http://www.nytimes.com/2013/05/01/business/statistics-miss-the-benefits-of-technology.html?
pagewanted=1&_r=2&ref=eduardoporter&.
5McKinsey estimates that the Internet accounts for 21 % of GDP growth over the past five years in mature
countries (du Rausas et al. 2011).

http://www.economist.com/news/finance-and-economics/21573091-how-quantify-gains-internet-has-brought-consumers-net-benefits
http://www.economist.com/news/finance-and-economics/21573091-how-quantify-gains-internet-has-brought-consumers-net-benefits
http://www.nytimes.com/2013/05/01/business/statistics-miss-the-benefits-of-technology.html?pagewanted=1&_r=2&ref=eduardoporter&
http://www.nytimes.com/2013/05/01/business/statistics-miss-the-benefits-of-technology.html?pagewanted=1&_r=2&ref=eduardoporter&
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(Grohowski et al. 1990) or firm-level productivity (Brynjolfsson and Hitt 1996) in
specific domain areas or industries. In a survey of this literature, Brynjolfsson and
Hitt (2000) conclude that, while IT has contributed to economic growth, IT-enabled
organizational complements, such as new business processes, are the main driver for
this contribution. Beyond productivity, Goolsbee and Klenow (2006) estimate con-
sumer welfare gains from the Internet by using not only how much money consumers
spent on access but also the amount of leisure time they spent online, using a survey
data set. Adopting a similar approach, Brynjolfsson and Oh (2013) estimate con-
sumer surplus from free online services. In comparison, our study investigates the
impact of search technology on productivity in everyday life, using individual level
data obtained from a real-effort experiment.

Interestingly, studies directly comparing the quality of information available on-
line versus offline have been relatively rare. In one study in Nature, Giles (2005)
examines Wikipedia and the Encyclopaedia Britannica’s coverage of science, and
finds no difference in the accuracy of the science entries across both sources. Sub-
sequent studies compare Wikipedia and other encyclopedias on topic areas such as
historical articles (Rector 2008), and information on mental disorders (Reavley et al.
2012). These studies find that, while Wikipedia’s accuracy rate for historical arti-
cles is lower compared to sources such as The Dictionary of American History or
the Encyclopaedia Britannica, the quality of Wikipedia’s information is rated higher
than both the Encyclopedia Britannica and a psychiatry textbook for mental disor-
der information. Overall, for encyclopedia-type information resources, a comparison
of online and offline resources yields a mixed picture, with neither type of resource
holding a significant advantage in terms of accuracy.

In related research, a number of studies compare perceptions of the quality of
print versus online information resources (Sathe et al. 2002; Liu 2006; Colón-Aguirre
and Fleming-May 2012). These studies focus on information resources provided by
libraries in both digital and print form, such as academic journals. They examine
what motivates the selection of particular sources, typically in the course of aca-
demic activities. Users indicate that online library resources are perceived as quick,
with convenient access and availability, while print library resources are seen as hav-
ing high credibility and quality, as well as including resources not available in digital
form. Finally, when comparing library information sources to freely available on-
line information, college students rate library sources as more reliable and credible
(Colón-Aguirre and Fleming-May 2012). In general the studies find a preference for
library resources, including print materials, for academic work. However, it is not
clear whether such preferences extend to information seeking of a non-academic na-
ture.

Our study also relates to research on the relative ease of obtaining information in
an online vs. offline search. Hargittai (2002) finds considerable differences in peo-
ple’s ability to find various types of content on the Web, as well as the amount of
time it takes them to find such information online. Only half of the participants in
her study are able to successfully complete all five assigned search tasks. In another
study, Singer et al. (2012) find that, for complex search tasks involving an online
search, only 45 % are completed successfully, while 19 % are partially successful
and 36 % are either incorrect or have no answer submitted. In another study measur-
ing the ability of Dutch secondary school students to find information on the Web,
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van Deursen and van Diepen (2013) also find wide divergence in completion of tasks,
with only 24 % of subjects completing all four assigned search tasks successfully. In
these studies, search tasks are designed so that answers could be found on the Web,
yet a considerable proportion of subjects are not successful in their searches.

Previous research also finds that people differ in the amount of time it takes
to locate information. For example, Trifts and Toms (2007) find that subjects take
5 minutes on average to complete a Google search. Another study finds that subjects
take on average 2 minutes and 20 seconds for simple search tasks and 7 minutes
and 7 seconds for complex search tasks (Singer et al. 2013).6 Van Deursen and van
Diepen (2013) find that subjects vary substantially in their search times, ranging from
1 minute 15 seconds for simple search tasks to 7 minutes 3 seconds for more complex
search tasks. These studies indicate that the complexity of the search task, as well as
subject personal characteristics, such as search skills and education level, influence
the time it takes them to find this information.

Finally, our study incorporates standard practices developed in the field of inter-
active information retrieval (IIR), which covers research related to how people use
systems, such as search engines, as well as how to develop measures and evaluation
methodologies to aid information retrieval. Comprehensive reviews can be found in
Ruthven (2008) and Voorhees and Harman (2005). Within this field, much of the re-
search has taken the form of experiments or user studies with human subjects, for
which standard practices have been developed over the years. These practices in-
clude the use of realistic search tasks, as well as protocols for how search tasks are
presented to study participants.

Specifically, in IIR studies, searchers are provided with either Text REtrieval Con-
ference (TREC) topics (Belkin et al. 2003; Kelly et al. 2010) or researcher-designed
tasks guided by the simulated work tasks framework (Borlund 2000).7 The common
intent in these studies is to provide sufficient information in the task description for
searchers to determine the relevance of search results. A topic includes a brief expres-
sion of the information need, which can be in the form of a question or a statement, as
well as a more detailed expansion of the information need in terms of what would be
considered relevant information or documents and what would not be considered as
such. When evaluating systems, topics are the starting point from which queries are
generated, with searchers provided with the descriptions of information needs rather
than queries. Following this protocol, we generate questions from search queries in
our study.

IIR experiments are designed to encourage realistic search behavior by partici-
pants in controlled laboratory conditions (Beaulieu et al. 1996). Actual user requests
for information serve as the basis for the construction of TREC topics (Voorhees
and Harman 2005), as well as search tasks developed for specific IIR studies (Li
and Belkin 2010). Search task domains range from consumer health (Rieh 2002;

6Simple search tasks are search tasks for which the answer can be found in a single document, while
complex search tasks are open-ended and without a clear answer.
7Since 1992, the U.S. National Institute of Standards and Technology (NIST) has sponsored a workshop
series that compares and evaluates different information retrieval systems, called the Text REtrieval Con-
ference (TREC) (Voorhees and Harman 2005).



Y. Chen et al.

Toms and Latter 2007) to academic research (Rieh 2002; Toms et al. 2003) to every-
day tasks such as finding a job (Borlund 2000) or making a purchase (Tombros et al.
2005). Our paper relates to this research by using real questions to inform our results
in an experimental setting.

3 Experimental design

Our experimental design draws from methods in both experimental economics and
interactive information retrieval. Our experiment consists of four stages. First, search
queries obtained from a major search engine are classified into four categories by
trained raters. This process enables us to eliminate queries that ask for a website or
web-specific resources, as such queries are not suitable for comparisons between on-
line and offline searches. We also eliminate non-English language queries or queries
regarding adult material. Second, we ask the raters to convert the remaining queries
into questions and provide an answer rubric for each question. Similarly, we sort our
IPL questions into four categories and ask the raters to provide answer rubrics for
each classified question. Third, we randomly assign subjects to participate as either a
searcher or an observer in each experimental session. Each searcher is assigned five
questions, with incentivized payments based on search results. Fourth, answer quality
is determined by trained raters, again using incentivized payment schemes. We next
explain each of the four stages in greater detail.

3.1 Query and question classification

To directly compare online and offline search outcomes and experiences, we need a
set of search tasks that apply to both online and offline searches. To achieve this goal,
we obtain queries and questions from two different sources.

Our first source is a random sample of 2515 queries from a major search engine,
pulled from the United States on May 6, 2009. Note that as each query is equally
likely to be chosen, popular search terms are more likely to be selected. This implies
that searches more suitable for a Web search are more likely to be included in our
sample. After the elimination of duplicate queries, our sample contains 600 unique
queries. Query classification is completed by three raters, who are two graduate stu-
dents of the School of Information (SI), majoring in Information Science8 and one
undergraduate student, all from the University of Michigan.9

Our raters classify the queries into four categories: Factual (105), Source (251),
Web (200), and Other (44). These categories are based on taxonomies of Web queries
proposed in the information retrieval literature (Broder 2002; Rose and Levinson
2004). The intent of a Factual query is to obtain a brief factual answer to a question,

8Our two graduate students were recruited from a pool of students who took either SI 665 (Online Search-
ing and Databases) or SI 666 (Organization of Information Resources), each of which offers students a
variety of skills and knowledge regarding information searches.
9The use of three raters follows the evaluation methodology from the Text REtrieval Conference (TREC),
which has been a source of evaluation methods and protocols for IIR researchers (Voorhees and Harman
2005).
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e.g., “airports serving Sonoma,” while the intent of a Source query is to obtain a list
of sources that address the question topic, e.g., “Alexander Graham Bell.” The Source
category also includes searches to find out more information on a topic, such as sub-
ject searches. By contrast, the intent of a Web query is to locate a particular website,
or obtain a resource on the Web, such as downloading a file. Specifically, this cate-
gory includes navigational searching (searches for a particular website, including one
the searcher believes exists), e.g., “Facebook,” and transactional searching (searches
to locate a website with the goal of carrying out transactions on that site, such as
purchasing a product, executing an online application, or downloading files), e.g.,
“yahoo mail.” Lastly, a query for which the intent does not match any of the three
categories mentioned above, or cannot be ascertained, is classified as Other. Exam-
ples include vague searches such as “test.” Queries in languages other than English,
and queries for adult material, are also placed in this category.

The query classification process is conducted in two steps. First, we provide each
rater with instructions and the set of 600 queries, which each rater classifies inde-
pendently based on the given criteria. A facilitator then compiles all the classified
queries and reviews the classification results. In reviewing the classification results,
the facilitator uses a majority rule to decide the classification of queries when all the
raters fail to reach a consensus. This review yields 536 queries which are completely
classified and 65 queries which all the raters classify differently. In the second step,
the raters and the facilitator discuss the classification results of the 65 queries which
show disagreement among the three raters. For each query, the three raters exchange
their opinions regarding the rationale for their classification, and arrive at a consensus
classification by agreeing or using the majority rule.

After completing the classification of 600 queries, we remove queries classified
as either Web (200) or Other (44), as these cannot be converted for the non-Web
condition. This yields a final set of 356 queries (105 Factual and 251 Source).10

To address any potential sample selection bias from using Web queries, we also
include 110 reference questions obtained from the Internet Public Library question-
answering database. These questions were sent to the IPL between 2003 and 2008.11

From this sample, we select questions which were answered within an hour by IPL
volunteers. These questions came from users who could not find answers themselves
(Chang and Holland 2005), so they sent their questions to a librarian working for a
local library who forwarded them to the IPL, or sent their questions directly to the
IPL.12 As such, they would not reflect any online bias.

10The 356 unique queries correspond to 1420 if we include duplicates.
11We thank Maurita Holland for giving us access to the IPL database. The IPL maintains a complete data
archive of all questions and answers provided. From Fall 2003 on, each volunteer was asked to write down
the actual amount of time it took to answer a question, which was the main reason we select our questions
from the database from Fall 2003 onwards. We do not have access to the questions sent to the IPL after
2009.
12Based on a survey conducted on the IPL in 2004, the most frequently chosen response to the question,
“Why did you choose our [Ask-A-Question] service?” is “Wasn’t able to answer the question on my
own” (69.72 %). Other reasons include: “to get reliable and authoritative information,” “looking for free
resources,” “lack of alternative library services,” “good experience in the past,” and “only service I knew
about” (Chang and Holland 2005).
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Again, question classification is completed by three raters, who are graduate stu-
dents of the School of Information, majoring in Information Science. Following a
similar two-step procedure, the raters classify 108 of the IPL questions, with two
questions classified differently.13

In the second step, the raters and the facilitator discuss the classification results
of the two questions which show disagreement among the three raters as well as 48
questions that the raters flag for editing. Unlike search-engine questions which our
raters generate from search queries, IPL questions are provided directly by IPL users.
To assure consistent quality among the IPL questions, we instruct the raters to see if
a question needs rephrasing after the classification of each question. Questions are
flagged for editing if they include effort-related words, IPL-related words, redundant
or unnecessary words, Web or online-specific words, outdated information, or am-
biguous words. For each question which shows disagreement among the raters, the
three raters exchange their opinions regarding the rationale for their classification,
and arrive at a consensus classification or a classification based on majority rule. For
each question which requires editing, the three raters arrive at a consensus rephrasing.
Ultimately, 110 IPL questions were classified into 47 Factual questions and 63 Source
questions. A complete list of the questions is provided in Appendix F (online).

3.2 Question and answer rubric generation

Following standard practice from TREC, we convert the 356 queries from the search
engine into questions for use in our experiment. Three raters are selected among
students who have taken either SI 665 (Online Searching and Database) or SI 666
(Organization of Information Resources). For each query, we ask the raters to gener-
ate a question and an answer rubric to evaluate the quality of answers provided by our
subjects. We provide the raters with instructions for question generation, as well as
examples for additional clarification. To make sure that our instructions make sense
to all the raters and are interpreted consistently, we first ask each rater to generate
a sample of ten questions and answers, which are reviewed by one of the authors
who provide a feedback summary to all raters. Then, each rater is assigned a similar
number of queries for generating question and answer rubrics.

For example, the question “What are some features of the Zurn Z86500 faucet?” is
generated from the query “zurn faucet Z86500.” In another example, from the query
“Wolverine Movie Quotes Wade,” we generate the question “What are some quotes
from the movie Wolverine that can be attributed to Wade Wilson?”

After queries are converted to question form, we ask the raters to generate an
answer rubric for each question. Answer rubrics are used in education and are also
referred to as “scoring rubrics,” which are descriptive scoring schemes developed
by teachers or other evaluators to guide the analysis of student products or writ-
ing samples (Brookhart 1999).14 For example, for the question “What are some

13Note that, while 200 out of 600 queries from the search engine are classified as Web, only 1 out of the
108 IPL questions is classified as Web.
14“Scoring rubrics are typically employed when a judgement of quality is required and may be used to
evaluate a broad range of subjects and activities. One common use of scoring rubrics is to guide the

http://dx.doi.org/10.1007/s10683-013-9381-9
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features of the Zurn Z865000 faucet?” an answer rubric for the non-Web condi-
tion would be “It’s a metered faucet for non-residential commercial or industrial
use. Accept answers that identify it as being a non-residential product (not for
regular home use). Information might be obtained by calling a plumbing supply
store,” while an answer rubric for the Web condition is “It’s a metered faucet. Ac-
ceptable sources include online plumbing supply websites or Zurn company site,
http://www.zurn.com/operations/aquaspec/pages/home.asp.”

During the question generation process, the raters are asked to include both Web
and non-Web options in developing the answer rubric, and to make clear from the
question wording whether it is a Factual or Source question. After compiling the
questions generated by the three raters, an undergraduate research assistant reviews
the questions to make sure that each question is intelligible, while one of the authors
reviews the answer rubrics. In reviewing question and answer rubrics, the review-
ers could correct typos, as well as change the original classification of a query, if
necessary. During the review process, the following types of questions are discarded:
questions about obtaining computer game cheat codes or software registration or acti-
vation codes, uploading/downloading files, and seeking information about individuals
who are not public figures. Questions with no answer as well as questions generated
from undecipherable queries are also removed from our question pool. This process
provides a set of 330 questions, of which 25 queries are used for pilot sessions to
test the experimental instructions and protocols, while 305 are used for the formal
experimental treatments.

For each of the 110 IPL questions, we follow a similar process to generate the an-
swer rubrics. Raters who classify the questions are asked to generate answer rubrics.

3.3 Experimental procedure

In our experiment, we use a two-treatment between-subject design, including a Web
search treatment and a non-Web search treatment. Each subject participates in only
one session. To avoid potential participant fatigue, each search session lasts a maxi-
mum of three hours. Subjects in each session first complete a pre-experiment survey
(Appendix A (online)), then participate in the search experiment (Appendices B-1
and B-2 (online)), and then finish with a post-experiment survey (Appendix D (on-
line)). A total of 332 subjects participate in our experiment.

Of the 332 subjects, 86 % are undergraduate students at the University of Michigan
(freshman 1 %, sophomore 18 %, junior 26 %, senior 41 %). The remaining 14 % of
subjects are either recent graduates or graduate students. While there is no university-
wide requirement on library training, incoming students who attend a summer orien-
tation session are given a 25-minute introductory overview of the library facilities

evaluation of writing samples. Judgements concerning the quality of a given writing sample may vary
depending upon the criteria established by the individual evaluator. One evaluator may heavily weigh
the evaluation process upon the linguistic structure, while another evaluator may be more interested in
the persuasiveness of the argument. A high quality essay is likely to have a combination of these and
other factors. By developing a pre-defined scheme for the evaluation process, the subjectivity involved in
evaluating an essay becomes more objective” (Moskal 2000).

http://www.zurn.com/operations/aquaspec/pages/home.asp
http://dx.doi.org/10.1007/s10683-013-9381-9
http://dx.doi.org/10.1007/s10683-013-9381-9
http://dx.doi.org/10.1007/s10683-013-9381-9
http://dx.doi.org/10.1007/s10683-013-9381-9
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and resources.15 Additionally, undergraduate students may take a mini-course on in-
formation literacy or attend a workshop provided by the library in relation to courses
they take. In our pre-experiment survey, 96 % of the participants indicate that they
have visited the Shapiro Undergraduate Library, and 75 % have visited the Hatcher
Graduate Library where our non-Web sessions are conducted.

Our non-Web sessions consist of 10–18 subjects for each session, half of whom
are randomly assigned as searchers and the other half as observers. Subjects are ran-
domly placed into searcher-observer pairs. After experimental instructions are read
aloud, each observer in the searcher-observer pair receives five questions and five ob-
servation forms. The observer then hands the searcher one question. Each searcher-
observer pair proceeds to the reference room or library stacks to search for answers
to these questions. A searcher logs his or her own search, including call numbers
and information in the materials examined, while an observer logs observations of
the searcher’s actions. After the completion of each search, the searcher completes a
post-search questionnaire (Appendix C (online)) on specific aspects of her search.16

The observer hands the searcher the next question when this is completed. A searcher
can consult the reference librarian up to two times during a session. The instructions
for the non-Web treatment are included in Appendix B-1 (online).

The Web search sessions are conducted at the Behavioral and Experimental Eco-
nomics Lab at the University of Michigan. Each experimental session consists of
8–20 participants, again randomly matched into searcher-observer pairs. As in the
non-Web treatment, each observer in the searcher-observer pair receives five ques-
tions and five observation forms. The observer hands one question to the searcher
at a time. Each searcher can use a search engine or other resources on the Web to
search for answers. Observers again log the time and search activities for the search.
The observer hands the searcher the next question when one is completed. However,
unlike the non-Web treatment, we use Morae to record the precise mouse movements
and clicks of each searcher. Even though observers are technically not needed, we
include them so that the process is comparable across the two treatments. The Morae
data also enable us to evaluate the accuracy of the observer logs. The instructions for
the Web treatment are included in Appendix B-2 (online).

After completing the search tasks, all subjects record their search results and pro-
cess on a computer, and fill out a demographics and post-experiment survey. Subjects
who have finished all assigned search tasks can leave the experiment. On average,
a non-Web session lasts three hours, whereas a Web session lasts two hours.

Both searchers and observers receive $5 for showing up. Additionally, a searcher
receives one point for each question answered, and one additional point if answer
quality is judged to be sufficiently high (and zero otherwise), for a total of up to two
points for each answer. An experimenter evaluates the answers obtained based on
the rubric provided by our research assistants during the question generation process.
The conversion rate is 1 point = $2. An observer receives a flat fee of $10 per hour.

15Based on our private communication with the Office of New Student Programs at the University of
Michigan, 95 % of freshmen attend the summer orientation. The remaining 5 % of students who cannot
attend summer orientation are required to attend a final fall orientation instead.
16Questions on the affective aspects of the search process are derived from White et al. (2003).

http://dx.doi.org/10.1007/s10683-013-9381-9
http://dx.doi.org/10.1007/s10683-013-9381-9
http://dx.doi.org/10.1007/s10683-013-9381-9
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The average payment is $22.42 for searchers ($22.15 for non-Web and $22.69 for
Web treatments), and $25.85 for observers ($31.51 for non-Web and $20.29 for Web
treatments). We decide to reward searchers based on answer quality rather than speed,
as finding the right answer is likely to be the objective of most people’s everyday
search activities. Like most laboratory experiments in economics, our searchers could
go home earlier the sooner they are finished. However, our payment for finding the
correct answer is higher than the opportunity cost, e.g., being an hourly research
assistant on campus. Thus, we believe that the searchers are sufficiently incentivized
to put in significant effort in finding the correct answers.

3.4 Rating procedure for answer quality

Out of 305 (110) questions from the search engine (IPL) used for the formal experi-
mental treatments, 275 (96) questions receive answers in both the non-Web and Web
treatments, which yields 550 (192) search engine (IPL) question-answer pairs. To
evaluate the source quality of these answers, we use 18 raters, masters students in the
School of Information specializing in Library and Information Services (LIS), who
have taken either SI 647 (Information Resources and Services) or SI 665 (Online
Searching and Databases)17 in the past two years. To allocate the questions across
the raters, we randomly divide the 550 search engine question-answer pairs into four
sets, each consisting of approximately 137–138 question-answer pairs. Similarly, we
randomly divide the 192 IPL question-answer pairs into two sets, each consisting
of 96 question-answer pairs. We divide these question-answer pairs into six sets to
avoid rater fatigue. We then assign three raters to each set. In this way, each question-
answer pair is rated by three independent raters, and we use the median rating for
each answer in our analysis.

Our initial rating sessions uncover that sources are not recorded for 60 of the non-
Web questions. However, the original hardcopies of the searches indicate recorded
sources for 49 out of the 60 answers. We group these 49 questions into their own set,
set 5.

Thus, our search-engine question sets 1–4 have a mixture of Web and non-Web
answers, and each rater group rates 110 to 115 question-answer pairs, after excluding
answers originally marked as having no source, whereas search-engine question set 5
consists of the 49 recovered non-Web question-answer pairs. In comparison, for IPL
question sets 6 and 7, each consists of 96 question-answer pairs.

In evaluating source quality, the raters use six common evaluation criteria: trust-
worthiness, authoritativeness, relevance, accuracy, amount of information, and over-
all source quality. In addition, different evaluation criteria are applied to the Factual
vs. Source questions, respectively. For example, answer correctness is evaluated for
the Factual questions, but not the source questions, as the latter can require evaluation
and synthesis of multiple information sources rather than a definitive correct answer.
Rater Instructions are included in Appendix E (online).

17Both courses prepare students for reference services in settings such as libraries or other information
centers, requiring students to work with actual reference questions. In both courses, students gain expertise
in searching, evaluating information resources, and answering questions submitted online.

http://dx.doi.org/10.1007/s10683-013-9381-9
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Table 1 Inter-rater reliability using intraclass correlation coefficient: ICC[3,3]

Query/question source: Search engine IPL

Q-A pair set: Set 1 Set 2 Set 3 Set 4 Set 5 Set 6 Set 7

Q1. Question difficulty 0.695 0.643 0.720 0.726 0.786 0.672 0.482

Q2a. Source trustworthiness 0.717 0.816 0.609 0.692 0.523 0.767 0.644

Q2b. Source authoritativeness 0.698 0.789 0.659 0.697 0.575 0.745 0.652

Q2c. Source relevance 0.698 0.691 0.519 0.62 0.522 0.660 0.681

Q2d. Information accuracy 0.538 0.769 0.536 0.441 0.370 0.623 0.512

Q2e. Information sufficiency 0.663 0.72 0.714 0.636 0.514 0.695 0.627

Q3. Overall source quality 0.645 0.774 0.640 0.699 0.320 0.685 0.514

Raters are paid using a combination of a fixed base rate and a bonus for being the
median of the raters. For a rating session, each rater is paid $15 per hour. In addition
to this base rate, a rater receives a bonus of $1 per question-answer, for up to 50
randomly selected question-answer pairs, if her rating for the overall source quality
for a question-answer pair is at the median for that pair. Such a payment scheme
is based on similar considerations to the coordination game developed to classify
messages in Houser and Xiao (2011), which outperforms a fixed payment scheme.

To verify the reliability of our raters, we calculate the intraclass correlation coef-
ficient (ICC[3,3]) as a measure of inter-rater reliability and report the results in Ta-
ble 1.18 In general, values above 0.75 represent excellent reliability, values between
0.40 and 0.75 represent fair to good reliability, and values below 0.40 represent poor
reliability. The results indicate good to excellent reliability for all but two of our rat-
ings, each of which relates to Question Set 5. As described earlier, Question Set 5
consists of the 49 recovered non-Web question-answer pairs. As it takes some time
to recover the source of these answers, there is a time lapse of two months between
the training session and the rating of Question Set 5, which may have attributed to
the relatively weaker inter-rater reliability for this set.19

In summary, our research design incorporates several established protocols from
IIR which might benefit research in experimental economics, including the conver-
sion of search queries into questions, the deployment of searcher-observer pairs, the
use of the software Morae to record online search processes, and the evaluation pro-
tocols for answer quality. Researchers interested in online search behavior can use
these protocols and software to study information search and retrieval. Furthermore,
the introduction of the content evaluation protocols enables experimental economists
to improve their protocols for text analysis. For example, rather than researchers cod-

18There are six main cases of intraclass correlation coefficients (ICC), distinguished by the numbers in
parentheses following the letters ICC. The first number indicates the statistical model assumed. Case 3
assumes that judges are fixed and not drawn from a random population. The second number indicates the
number of raters. More details on the use of ICC computation can be found in Shrout and Fleiss (1979).
19Rater training took place between February 22 to 25, 2010. The rating of question sets 1–4 was com-
pleted between February 22 and March 19, whereas the rating of question set 5 took place between April
28 and 30, 2010.
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ing communication content themselves, they should use multiple raters who are blind
to the research hypotheses to independently code the content.

4 Results

In this section, we first formulate our alternative hypotheses based on prior empirical
research and our own experience. We then present our results related to each hypoth-
esis. Our general null hypothesis is that the outcome does not differ between the two
treatments. In our analysis, we use a 5 % statistical significance level as our threshold
to establish the significance of an effect.

We now consider the likelihood that searchers find an answer in the two treatments.

Hypothesis 1 Searchers are more likely to find an answer using a Web search com-
pared to a non-Web search.

While Hypothesis 1 per se might not be surprising, we aim to identify how much
more likely a searcher is able to find answers using the Web.

Result 1 (Likelihood of success) Searchers are significantly more likely to find an
answer using a Web search. Of the 305 search-engine (110 IPL) questions, searchers
obtain an answer for 99.7 % (100 %) in the Web treatment, and 90.2 % (87.3 %) in
the non-Web treatment.

Support Paired t-tests of the null hypothesis of equal likelihood against Hypothe-
sis 1 yield a p < 0.01 (one-sided) for the search-engine and the IPL questions, re-
spectively.

By Result 1, we reject the null in favor of Hypothesis 1 that searchers are more
likely to find an answer using the Web. Despite the elimination of questions which
ask for Web-specific resources, we find a roughly 10 % margin in the likelihood of
finding an answer, across each set of questions.

We next compare the search outcomes for the 275 search-engine (96 IPL) ques-
tions for which searchers in both treatments find answers. Here we are interested in
two outcome measures. The first measure is the time it takes to search for an answer.
The second measure is the quality of the information source.

Hypothesis 2 A Web search will take less time to complete than a non-Web search.

Again, while Hypothesis 2 is not surprising, our study estimates the time it takes
to find an answer for a randomly-selected sample of real questions for which people
seek answers via either a search engine or the IPL. Thus, it provides an answer to
how much time a Web search saves on average for searches conducted in everyday
life.

Result 2 (Search time) An online search takes significantly less time than an offline
search. In our study, using the search-engine (IPL) questions, an online search takes
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on average 7 (9) minutes, whereas the corresponding offline search takes 22 (19)
minutes.

Support Paired t-tests of the null hypothesis of equal time against Hypothesis 2 yield
a p < 0.01 (one-sided) for the search-engine and the IPL questions, respectively.

By Result 2, we reject the null in favor of Hypothesis 2 that a Web search takes
less time than a non-Web search. On average, a Web search saves 15 (10) minutes
compared to an offline search for search-engine (IPL) questions. Furthermore, the
difference in the amount of time saved (15 vs. 10 minutes) is significant (−5.249, p <

0.01, for the IPL dummy in an OLS regression with time difference as the dependent
variable). Note that this result may also reflect the potential sample selection bias
in each of our two samples. That is, questions generated from search-engine queries
may lead to more time saved using the Web, whereas IPL questions may generate a
smaller margin in terms of time saved.

We further find that the average online search time, 7 (9) minutes, is largely con-
sistent with prior findings on online searches related to complex tasks,20 which range
from an average of 5 minutes (Trifts and Toms 2007) to 7 minutes (Singer et al. 2013;
van Deursen and van Diepen 2013). The search time from these studies might be
longer than our everyday experience, as subjects need to write down the sources and
answer to each question in our study.

To explore the observed differences in search times across question sets, we ex-
amine the word count in each question. Doing so, we find that the questions gener-
ated from search queries are significantly shorter than the IPL questions (p < 0.01,
t-test). The average word count for search-engine (IPL) questions is 12.72 (30.28).
While a longer question results in more queries typed into the browser (ρ = 0.19,
p < 0.01) which might lengthen the online search time, on the other hand, it may
shorten the offline search time by providing more contexts. Table 2 presents the re-
sults from eight OLS specifications designed to investigate factors that may affect
search time. In these specifications, the dependent variable is the time it takes to
search online (columns 1–4) or offline (columns 5–8). The independent variables
(with the omitted variable in parentheses) include the following: IPL (search-engine)
question set, question difficulty, question length, number of search queries used for
online searches, librarian consultation in the non-Web treatment, and search order.

The results in Table 2 show that, while IPL questions take on average 2.3 minutes
longer than the search-engine questions for online searches (column 1), they take
on average 2.9 minutes shorter for an offline search (column 5). Furthermore, this
finding is robust to controlling for question difficulty (columns 2 and 6). To explore
the impact of question and search characteristics on search time, specifications (3)
and (4) explore whether question length and the number of search queries used are
respectively correlated with online search time, while controlling for question diffi-
culty. The results show that both variables are positive and significant. Specifically,
each additional query typed into a search engine increases the overall search time

20Recall that, in these studies, simple search tasks are those for which the answer could be found in a
single document, while complex search tasks are those for which one needs to combine multiple sources.
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by almost one minute. Similarly, specifications (7) and (8) explore whether question
length and librarian consultation respectively affect offline search time. We find that
question length decreases search time, significantly so in (8), thus providing some
evidence for our conjecture that longer questions might provide a more informative
context for offline searches, thus making it easier to find answers. Furthermore, the
results in column (8) show that consulting a librarian during an offline search in-
creases search time by 8 minutes. Finally, while the coefficient for Search Order is
negative in all eight specifications, it is significant only for offline searching (columns
5–8), indicating that searchers find answers faster as they go from the first to the fifth
question. This learning effect may reflect the fact that searchers do not use libraries
as often as they conduct online search and thus have more improvement opportunities
for such searching during the experiment. In sum, the OLS specifications show some
impact of question and search characteristics on overall search time.

We next compare source quantity and quality across the two treatments. To deter-
mine source quantity for the non-Web treatment, we ask raters to review a searcher’s
answer and the corresponding observer’s log, and record the following for each
question-answer pair: (1) the sources a searcher consults, and the order in which
these are consulted, (2) whether a searcher consults a reference librarian, (3) the total
number of sources a searcher consults, (4) the number of source(s) actually used by a
searcher in her answer, and (5) if no answer is obtained, the reasons a searcher fails to
answer a question, as inferred from the observation log. We also ask raters to list any
noticeable characteristics or search patterns for each searcher. The raters are given
an initial list of ten source categories, including Mirlyn (UM online catalog), refer-
ence librarian, ready reference, books, journals, magazines/newspaper, government
documents, telephone directory, people, and other.

In comparison, for the Web condition, raters review the Morae files21 of each
searcher and record the following for each question-answer pair: (1) the queries a
searcher types in, (2) whether a searcher uses advanced search features, (3) the po-
sition of each link accessed on the first “search results” page, (4) type of each link
clicked from the first search results page (e.g., organic, sponsored, or other),22 (5) the
number of links a searcher accesses from the first search results page, (6) whether a
searcher goes beyond the first “search results” page, (7) the number of links a searcher
accesses from other search result pages, (8) whether a searcher returns to the previous
search results page, (9) whether a searcher’s typed query is the same as the original
query, (10) whether a searcher rephrases the query or enters a new query, (11) the to-
tal number of queries a searcher types in before deciding on an answer, (12) whether
a searcher changes search engines during the search process, (13) the total number
of links a searcher clicks, and (14) the number of links actually used by a searcher in

21Recall Morae records on-screen activities and keyboard/mouse inputs.
22Organic search results are listings on search engine results pages that appear because of their relevance
to the search queries. The ranking of organic search results is based on search engine algorithms, such as
PageRank (Brin and Page 1998). In contrast, sponsored search results are listings on search engine results
pages from content providers who pay search engines for traffic from the search engine to their websites.
Sponsored search results are often grouped together and appear in a specific region of the result page with
a different background color. They are ranked based on the price paid by content providers (Jansen and
Mullen 2008).
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her answer. We also ask our raters to describe any noticeable characteristics or search
pattern for each searcher. As it is less costly in terms of time and effort to consult
more sources on the Web, we expect that searchers will use more sources under the
Web treatment.

Hypothesis 3 Searchers under the Web condition will look at and use more sources
than those under the non-Web condition.

Result 3 (Source quantity) Searchers under the Web condition look at and use sig-
nificantly more sources than those under the non-Web condition.

Support For questions generated from the sample of search queries (IPL), on av-
erage, a searcher under the Web condition clicks 3.9 (5.2) links during a search to
answer a given question, and actually uses 1.6 (2.0) sources in her answer, while a
searcher under the non-Web condition looks at 3.1 (2.2) sources and uses 1.3 (1.3)
sources in her answer. The difference in the total number of sources looked at and
total number of sources actually used between non-Web and Web conditions is sta-
tistically significant for both the search-engine and IPL question sets (p < 0.01, one-
sided signed rank tests).

By Result 3, we reject the null in favor of Hypothesis 3 that participants consult
and use more sources in the Web treatment. We now explore the type of sources
searchers use in each treatment. Our findings show that the top three sources a non-
Web searcher first looks at are Mirlyn (72 %), ready reference (13 %), and the tele-
phone directory (9 %). Additionally, we find that 70 % of non-Web searchers seek
help from reference librarians at least once.

By contrast, we find that Web searchers access 438 unique URLs. Figure 1
presents the frequency distribution of the URLs consulted in the Web treatment. To
increase readability, we combine the 379 URLs accessed only once into the cate-
gory “URLs cited once.” Similarly, we combine the 40 URLs accessed twice into
the category “URLs cited twice.” URLs accessed at least three times are individu-
ally listed on the horizontal axis in decreasing frequency. In our sample, the ten most
frequently used online sources (in decreasing frequency) include Wikipedia, Google,
Amazon, ehow, Google Maps, IMDB, Wiki Answers, ask.com, the New York Times,
and Bing. Three of these sites, Wikipedia, Google, and Amazon, are also among the
top ten most visited websites in the world.23 For both sets of questions, Wikipedia
is the most often visited website by our searchers. Furthermore, we note that, on av-
erage, a searcher types in three queries to answer a question. Finally, we find that
searchers use the same phrasing as the original query in 22 % of their searches.

As we are not aware of any existing comprehensive rating system of source qual-
ity for online and offline information sources, we use trained raters to determine the
quality of the answers obtained in our experiment. For source quality, recall each an-
swer is independently rated by three MSI students. We thus use the median rating of

23The top ten most visited websites in the world include (in decreasing traffic) Facebook, Google,
YouTube, Yahoo!, Baidu (Chinese), Wikipedia, Amazon, QQ (Chinese), Windows Live, and Taobao (Chi-
nese), retrieved from http://www.alexa.com/topsites on May 10, 2013.

http://www.alexa.com/topsites
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Fig. 1 Frequencies of URLs used for the Web search treatment

the three raters for our analysis of source quality for a given answer. Since prior re-
search does not resolve the question of source quality comparison between online and
offline searches, we do not have a strong prior belief about the alternative hypothesis.

Hypothesis 4 Source quality is different between the two treatments.

Result 4 (Source quality) For both sets of questions, while non-Web sources are
judged by raters to be significantly more trustworthy and authoritative than the cor-
responding Web sources, Web sources are judged to be significantly more relevant.
Balancing all factors, while the overall source quality is not significantly different
across the two treatments for search-engine questions, the overall quality of non-
Web sources is judged to be significantly higher than that of the corresponding Web
sources for the IPL questions.

Support Table 3 presents the results from six ordered probit regressions which inves-
tigate treatment effects on source quality, controlling for question difficulty, number
of sources used and search order. While question difficulty generally has a negative
effect on source quality, this effect is significant in specifications (3)–(6). In addition,
the number of sources used has a positive and significant effect on source quality.
Lastly, we observe no significant order effect on source quality, except for the Rele-
vance variable (column 3).

By Result 4, while we fail to reject the null in favor of Hypothesis 4 for search-
engine questions, we reject the null in favor of Hypothesis 4 for IPL questions. There-
fore, we conclude that online or offline sources are equally good for search-engine
questions whereas offline sources are judged to be better for IPL questions. Figure 2
presents the various dimensions of quality comparisons between the non-Web and
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Table 3 Source quality: ordered probit regressions

Dependent variable: Trustworthiness Authoritativeness Relevance Accuracy Sufficiency Overall

(1) (2) (3) (4) (5) (6)

Web −0.673 −0.628 0.510 −0.023 0.469 −0.040

(0.089)*** (0.087)*** (0.091)*** (0.088) (0.087)*** (0.085)

IPL×Web −0.358 −0.208 −0.157 −0.378 −0.397 −0.338

(0.120)*** (0.119)* (0.129) (0.124)*** (0.122)*** (0.120)***

Question difficulty −0.034 −0.058 −0.099 −0.084 −0.154 −0.086

(0.037) (0.036) (0.038)*** (0.037)** (0.037)*** (0.036)**

No. of sources used 0.108 0.122 0.088 0.089 0.112 0.106

(0.037)*** (0.036)*** (0.038)** (0.037)** (0.036)*** (0.036)***

Search order −0.039 −0.025 −0.069 −0.035 −0.045 −0.036

(0.028) (0.028) (0.029)** (0.028) (0.028) (0.028)

Observations 750 750 750 750 750 750

Notes:

1. Standard errors are included in parentheses

2. * Significant at 10 %; ** significant at 5 %; *** significant at 1 %

Fig. 2 Source quality
comparison

Web treatments, for both the search-engine (top panel) and IPL (bottom panel) ques-
tion sets, using the average rating of our rater evaluations on a 5-point Likert scale. Of
each pairwise comparison, the trustworthiness of non-Web (4.40) and Web sources
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Table 4 Answer correctness: probit regressions

Dependent variable: Answer correctness

Specifications: (1) (2) (3) (4)

Web 0.204*** 0.147** 0.143* 0.144*

(0.065) (0.074) (0.074) (0.075)

IPL×Web 0.161* 0.173* 0.177*

(0.091) (0.091) (0.092)

Question difficulty −0.128*** −0.138*** −0.134*** −0.131***

(0.027) (0.028) (0.028) (0.028)

Search order −0.041 −0.046

(0.034) (0.034)

No. of sources used −0.009

(0.036)

Observations 244 244 244 242

Notes:

1. Standard errors are included in parentheses

2. Coefficients are probability derivatives

3. * Significant at 10 %; ** significant at 5 %; *** significant at 1 %

(3.40) for the IPL questions exhibit the largest difference in magnitude, while the
other pair-wise differences are less pronounced.

We next compare the correctness of the answers obtained in the Web versus non-
Web treatments for the Factual questions. Since the literature provides no expectation
for a greater or lower number of correct answers between online and offline sources,
we make no directional prediction.

Hypothesis 5 The proportion of correct answers is different between the two treat-
ments.

Result 5 (Answer correctness) Of the 115 factual questions for which searchers find
answers in the non-Web condition, 43.48 % of the answers are correct. In compari-
son, of the 123 factual questions which searchers find answers in the Web condition,
65.85 % of them are correct. This difference is significant.

Support Table 4 reports four probit regressions with answer correctness as the de-
pendent variable. Independent variables iteratively include (1) Web, (2) IPL×Web,
(3) search order, and (4) the number of sources, with question difficulty controlled in
all specifications. In specification (1), the coefficient of Web is positive and significant
(0.20, p = 0.002). In specification (2), we separate the questions into search-engine
and IPL questions, and find that, while the advantage of Web search is still significant
for search-engine questions (0.15, p = 0.049), the effect is marginally significant for
IPL questions (0.16, p = 0.092). While question difficulty has a negative and signif-
icant coefficient in each of the four specifications, neither search order or the number
of sources used is significant.
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Table 5 Affective experience: ordered probit regressions

Dependent variable: Interesting Relaxing Enjoyable Restful

(1) (2) (3) (4)

Web 0.527 0.297 0.460 0.334

(0.101)*** (0.119)** (0.111)*** (0.125)***

Familiarity 0.404 0.346 0.327 0.286

(0.048)*** (0.042)*** (0.042)*** (0.042)***

Question difficulty 0.086 −0.054 0.017 −0.091

(0.040)** (0.043) (0.041) (0.043)**

Search time 0.006 −0.043 −0.022 −0.034

(0.004) (0.005)*** (0.005)*** (0.005)***

IPL 0.289 −0.288 −0.057 −0.297

(0.102)*** (0.110)*** (0.101) (0.117)**

Observations 780 780 780 780

Clusters 165 165 165 165

Pseudo R2 0.080 0.141 0.096 0.116

Notes:

1. Standard errors in parentheses are adjusted for clustering at the searcher level

2. * Significant at 10 %; ** significant at 5 %; *** significant at 1 %

By Result 5, we reject the null in favor of Hypothesis 5. That is, for factual ques-
tions, Web search results are significantly more likely to be correct. If a searcher cares
more about answer correctness than source quality, Web search is clearly the winner.

Lastly, we examine the affective experience of the different search treatments us-
ing post-search questionnaires. The questionnaire and the summary statistics for our
subjects are included in Appendix C (online). These statistics show that a searcher’s
self-evaluation of familiarity with a question topic is not different across the two
treatments (p = 0.16, two-sided Wilcoxon signed-rank test for matched samples).
This suggests that searchers in the two treatments are equally familiar with the back-
ground required to answer the questions. Thus, any difference in affective experience
should come from the experimental treatments. Again, we do not have a strong prior
belief about which search method is more enjoyable.

Hypothesis 6 A Web search yields different affective experiences from a non-Web
search.

Result 6 (Affect) A Web search yields significantly more positive affective experi-
ences than a non-Web search.

Support Table 5 presents the results from six ordered probit specifications. The de-
pendent variables are searcher affect ratings. The independent variables include the
following (omitted variables in parenthesis): Web (non-Web), familiarity with sub-
ject, question difficulty, search time, and IPL (search engine). We find that the coef-
ficient for Web is positive and significant in each specification, even after controlling

http://dx.doi.org/10.1007/s10683-013-9381-9
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for search time. While familiarity with the subject matter increases the affective ex-
perience, a longer search time is negatively correlated with relaxation, enjoyability
and restfulness. Furthermore, while question difficulty and questions from the IPL
set are both positively correlated with an interesting experience, they are negatively
correlated with relaxation and restfulness.

Finally, searchers using the Web search are significantly more confident that their
answers are correct. Overall, by Result 6, we reject the null in favor of Hypothesis 6
that a Web search yields different affective experiences.

5 Conclusions

Searching for information is an important day-to-day activity for many people as it
was before the prevalence of the Web. However, the shift to online searching brought
about by the development of the Internet has changed search productivity, source
quantity, source quality, and the affective experience of searching for information.
Our study is the first to quantify the productivity gains from an online search in a
controlled real-effort experiment. In our experiment, we did not count travel time to
the library as part of the offline search time. If we take into account the time it takes
to travel to a library, the time difference between online and offline searching will
be more pronounced. In addition to search time, we find that the overall Web source
quality is not significantly different from that of non-Web sources when questions
come from search-engine queries. However, for IPL questions, non-Web sources are
judged to be of significantly higher quality. Restricting to the set of factual questions,
we find that searchers are significantly more likely to find correct answers online
than offline. Overall, this stream of research contributes to the evaluation of search
technology on search outcome and productivity in everyday life. Our paper also in-
troduces experimental techniques from interactive information retrieval to the field of
experimental economics.

By quantifying the productivity gains from online search, our study also provides
a benchmark for how much productivity could potentially be gained in regions of the
world where people do not have easy access to online search. This lack of access can
arise due to lack of Internet connectivity, lack of means to access the Internet, lack
of Internet and search skills, or some combination of the above. As of the time of
this study, many regions of the developing world, and areas in the developed world,
are experiencing such lack of access. Being able to quantify productivity gains (and
losses) resulting from a population’s access and ability to search for information on-
line can provide valuable input to policy decisions on bridging the digital divide.

Finally, as online search technologies evolve over time, online search time might
shorten even more, and thus it is important to periodically re-evaluate the productivity
gains from improvements in search technology. In comparison, we expect that our
results on offline searching will remain fairly stable. Furthermore, our results describe
an aggregate over different types of searches. As search outcomes might vary by
domain and by the search technology available, our numbers on the productivity gains
need to be interpreted with care. Overall, our study provides a benchmark for the
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evaluation of search experiences and outcomes in everyday life between 2009–2010.
Our research protocols can be used for future evaluations of productivity gains of
online searching.
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